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Introduction 
Overview 

The aim of an Education Data Service (EDS) would be to provide a quick and cost-effective means of 
evaluating the impact of programmes, services and interventions on pupil outcomes using 
administrative data from the National Pupil Database and non-experimental (or observational) 
methods.  

The EDS pilot, which was undertaken by FFT Education, aimed to test the feasibility of providing this 
service. This was done by evaluating seven programmes and reflecting on the process in order to 
draw out key challenges and recommendations. This report sets out that work. We firstly describe 
the data used and the programmes evaluated. Secondly, we set out our methodology for calculating 
non-experimental treatment effects and some of the technical challenges we have faced. Finally, we 
offer some recommendations for how the EDS might develop in future based on what we learned 
from the pilot. 

Background 

Following a review by the Department for Education (DfE), the Education Endowment Foundation 
(EEF) was asked to explore setting up an ‘Education Data Service’ that might provide a quick and 
cost-effective means for education organisations (e.g. charities, groups of schools) to obtain 
estimates of the impact of their programmes on pupil outcomes based on samples matched on 
observable background characteristics. This could provide useful early evidence of promise and 
could help inform decisions about which projects should progress to EEF trials.  

The EDS would largely draw on administrative data from the National Pupil Database (NPD) to create 
the matched estimates of impact, although it would be possible in theory to use data from other 
sources (e.g. commercial test providers) if collected directly from schools and linked to NPD. 

Following a scoping exercise, the EEF proposed that the EDS would operate in three phases: 

1) Application and data collection: Applicants apply to the service via a gateway, applications are 
screened and data submitted.  

2) Processing, matching and analysis: Data is cleaned and processed, matched to the NPD, an 
estimate of impact is created using non-experimental designs and a brief report of the outcomes is 
produced.  

3) Interpretation and publication: Interpretation of the findings is added to the report and a 
decision is made about next steps.  

FFT Education was commissioned to run a pilot focused largely on the second part of the process. In 
practice, the pilot also involved parts of stages 1 and 3. We worked with the EEF to identify 
interventions and services that could potentially be evaluated, and then with their intervention 
providers to probe their suitability. If considered suitable, we then worked with these intervention 
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providers to collect data on which schools and/or pupils were treated and the ‘dosage’ of treatment 
received. We also wrote user reports that, in some instances, were published.1 

Aims and objectives 

The overarching aim of this project was to assess the feasibility of developing an EDS on behalf of 
the EEF covering the following:  

1. The time, cost and practical implications of providing the service 
2. The data requirements needed for the production of robust estimates 
3. The technical challenges of providing matched estimates 
4. The process of working with the intervention providers (applicants) and the EEF to gather 

further information on their selection processes to inform the matching strategy 
5. The process of working with the EEF to understand and communicate findings of treatment 

effects generated using the matching technique 
6. How the service might be used as part of the EEF’s application pipeline to randomised 

controlled trials (RCTs), or more widely in the sector. 

To meet the aims, we set the following objectives for the EDS pilot: 

• Work with the EEF to identify interventions and services that could potentially be evaluated 
and then discuss their suitability with their providers 

• Recruit up to 10 projects for evaluation 
• Create analysis plans for each selected project, setting out the primary outcome, the level of 

treatment (whole school, pupil), dosage indicators, and measures of prior attainment 
• Enter into a service level agreement with the DfE to secure access to the NPD that lists the 

purpose and legal gateway for data sharing and the datasets to be used in the EDS 
• Where appropriate, collect any relevant additional data from providers of interventions and 

services and provide a secure means for projects to transfer pupil-level data and match it to 
the NPD 

• Work with other organisations (e.g. test providers) to test the feasibility of including non-
NPD data within the EDS 

• Construct appropriate datasets from the NPD to undertake the evaluation linked to 
treatment and dosage data collected from projects 

• Test a number of methods to match schools and match pupils to account for a) selection into 
treatment and b) confoundedness with the primary outcome 

• Test a number of methods to calculate treatment effects, standard errors and effect sizes 
based on matched samples of schools and/or pupils 

• Develop standardised approaches to evaluation 
• Produce a report for each project and communicate the findings to practitioners 

 

 

1 https://medium.com/@ffteducationdatalab/eef-blog-is-quick-cost-effective-and-robust-evaluation-of-education-
interventions-possible-875d585d7b56 

https://medium.com/@ffteducationdatalab/eef-blog-is-quick-cost-effective-and-robust-evaluation-of-education-interventions-possible-875d585d7b56
https://medium.com/@ffteducationdatalab/eef-blog-is-quick-cost-effective-and-robust-evaluation-of-education-interventions-possible-875d585d7b56
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Key principles of statistical analysis 

The Education Data Service pilot is underpinned by seven principles, the first five of which are 
shared with the statistical guidance for EEF evaluations2, namely:  

1. Analyses of primary and secondary outcome(s) should be undertaken on an ‘intention to 
treat’ basis; 

2. Prior attainment should be controlled for using a regression model when the outcome is 
attainment. When the outcome is not attainment, a parallel prior measure should be used; 

3. Analytical methods should reflect the nested structure of educational data (i.e., clustered 
data);  

4. Effect sizes should be standardised using unconditional variance in the denominator; 
5. Sampling errors and uncertainty should be reported around all effect sizes as confidence 

intervals, or credibility intervals; 
6. Matching should use variables that are correlated with both treatment participation and the 

primary outcome; 
7. Treatment effects should be calculated using a two-stage process, using matching methods 

as a first stage followed by regression models incorporating weights from the first stage 

1) Intention to treat 

We ask providers to supply details of all schools and/or pupils who signed up for a service (or 
intervention) regardless of whether they subsequently made use of it or not. We assume that the 
data subsequently supplied was complete. 

We also examine how treatment effects vary with regard to dosage (i.e. treatment effects for 
compliers) and, where appropriate, for pupil subgroups.  

The use of NPD also ensures that the effect of missing data is limited as we observe pupils for as long 
as they remain in the education system. In some cases, there is structural missing data (for example, 
it is not possible to control for previous performance among new schools) and we report on the 
amount of missing data in each evaluation. 

2) Prior attainment 

Using a suitable measure of prior attainment reduces bias and yields more precise estimates of the 
treatment effect. All analyses therefore control for a measure of prior attainment that is appropriate 
for the primary outcome used in the evaluation. This occasionally results in a small percentage of 
pupils not being included in analyses as a result of missing data, usually due to being absent or 
educated outside England at the time of the prior assessment. 

 
2 
https://educationendowmentfoundation.org.uk/public/files/Evaluation/Writing_a_Protocol_or_SAP/EEF_statistical_analys
is_guidance_2018.pdf 

https://educationendowmentfoundation.org.uk/public/files/Evaluation/Writing_a_Protocol_or_SAP/EEF_statistical_analysis_guidance_2018.pdf
https://educationendowmentfoundation.org.uk/public/files/Evaluation/Writing_a_Protocol_or_SAP/EEF_statistical_analysis_guidance_2018.pdf
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3) Clustering 

Where appropriate, multilevel models (Goldstein, 20103) are used to account for the clustering of 
pupils in schools (or pupils in departments or classes in schools). In the EDS pilot this is the case for 
what we consider to be “school-level” projects where a whole class or year group receives the 
treatment. We do not use clustering for “pupil-level” projects where individuals within a school are 
selected to receive a treatment. 

4) Effect sizes 

A measure of unconditional (population level) standard deviation is used as the denominator in 
effect size calculations. These are calculated based on full national cohorts from NPD. The estimated 
treatment effect from regression models is divided by the national standard deviation, i.e. 

𝐸𝐸𝐸𝐸 =
𝛾𝛾
𝑠𝑠

 

where 𝛾𝛾 is the estimated treatment effect on the treated, ES is the effect size, and s is the national 
standard deviation in the outcome measure. 

5) Uncertainty 

When regression models are used in conjunction with matching methods then the standard errors of 
the regression analysis will not incorporate the uncertainty arising from the matching procedure.4 

We therefore use bootstrapping (Austin, 20145) to incorporate this additional uncertainty and 
calculate standard errors for treatment effects. 

6) Matching on the correlates of participation and outcomes 

Propensity score matching relies on observing correlates of both outcomes and participation in a 
programme. Both will vary from programme to programme. Even where programmes have the same 
primary outcome, for example maths at the end of Key Stage 2, they may have different selection 
criteria (or the schools which opt to participate may be different). Consequently, some difference in 
matching variables is to be expected from project to project. 

7) Two-stage estimation of treatment effects 

 
3 Goldstein, H. (2010) Multilevel Statistical Models, 4th edition doi: 10.1002/9780470973394 

4 See Austin and Small (2014): https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4260115/ 

5 https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4260115/ 

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4260115/
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Treatment effects are calculated by a two-stage process. Firstly, we use matching methods such as 
propensity score matching. Secondly, we use regression modelling involving weights from the first 
stage to calculate treatment effects. 

Where it is possible using data from the NPD, any variables used to select schools or pupils to 
participate in an intervention or service, for example eligibility for the Pupil Premium, are used in the 
matching process. Other variables associated with the primary outcome are also incorporated in the 
process. For school-level evaluations, where a whole school or year group can be considered to be 
treated, we use a standard set of matching variables covering pupil characteristics and past 
performance. For pupil-level evaluations, the matching process is more customised. 

Following matching, treatment effects are calculated using regression with weights derived from the 
first stage. For example, for school-level projects we use multilevel regression with weighting 
derived from covariate balancing propensity score matching. For pupil-level projects, nearest 
neighbour matching is used to impose common support (in effect giving unselected cases a weight 
of zero). 

This approach has the advantage of being doubly-robust (Funk et al, 20116). This means that only 
one of the propensity score model or the regression model needs to be correctly specified to yield 
an unbiased estimate of the treatment effect. 

Other principles 

As this was a pilot project designed to test a number of technical issues, a further principle, that of 
publishing all results, was not pursued. Providers involved in the pilot could publish their evaluation 
if they wished. However, if the EDS is developed beyond the pilot then all reports should be 
published for transparency and to reduce publication bias (Rosenthal, 19797). 

The case for non-experimental methods 

While RCTs are considered by some to be the “gold standard” of evaluation (Torgerson & Torgerson, 
20018), they can be both time-consuming and expensive to carry out. 

With RCTs, we do not have to concern ourselves with why a school or pupil was selected to 
participate in a programme. Randomisation makes this decision for us. However, observational 
studies do have some advantages over RCTs: they “interrogate populations at their natural habitats, 
not in artificial environments choreographed by experimental protocols” (Pearl, 20189).  

 
6 https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3070495/ 

7 http://pages.ucsd.edu/~cmckenzie/Rosenthal1979PsychBulletin.pdf 

8 https://pure.york.ac.uk/portal/en/publications/the-need-for-randomised-controlled-trials-in-educational-
research(932ce81c-e90d-43f0-8508-07c9c25231a6).html 

9 https://ftp.cs.ucla.edu/pub/stat_ser/r477.pdf 

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3070495/
http://pages.ucsd.edu/%7Ecmckenzie/Rosenthal1979PsychBulletin.pdf
https://pure.york.ac.uk/portal/en/publications/the-need-for-randomised-controlled-trials-in-educational-research(932ce81c-e90d-43f0-8508-07c9c25231a6).html
https://pure.york.ac.uk/portal/en/publications/the-need-for-randomised-controlled-trials-in-educational-research(932ce81c-e90d-43f0-8508-07c9c25231a6).html
https://ftp.cs.ucla.edu/pub/stat_ser/r477.pdf
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Non-experimental methods for impact evaluation rely on the conditional independence assumption 
to make claims of causality. In other words, once observed differences between treated and 
untreated units (e.g. schools, pupils) are taken into account, the mechanism of selection into 
treatment is as good as random. This assumption is ultimately untestable and the fear of “selection 
on unobservables”, that is, some unmeasured characteristic driving selection into treatment, 
persists. 

However, an emerging body of evidence suggests that results from non-experimental studies of 
educational interventions, using propensity score matching for example, yield very similar results to 
randomised controlled trials. By calculating treatment effects using non-experimental methods and 
comparing them to those obtained by 14 randomised controlled trials, Weidmann and Miratrix 
(2019)10 find no substantial evidence of selection bias due to unobserved characteristics. 

Data 

The main source of data for the EDS pilot is the NPD, an administrative resource maintained and 
governed by the DfE. It provides almost complete coverage of attainment, enrolment, attendance 
and exclusions within the state-funded sector in England.  

The NPD contains details of pupils’ results in national tests and assessments at the end of three Key 
Stages related to primary education: the early years foundation stage (age five), Key Stage 1 (age 
seven) and Key Stage 2 (age 11). These results can be linked to each other and to public 
examinations (GCSEs, A-Levels) and other qualifications taken at the end of compulsory schooling 
and in post-16 education.  

In principle then, it is possible to construct a history of pupil attainment from age five upwards. 
Using another data source in the NPD, school census, it is also possible to construct a history of 
school enrolment, attendance and exclusions for each pupil. School census also provides limited 
contextual data about each pupil such as ethnicity, disadvantage and special educational needs 
status. 

NPD datasets 

The following datasets were included in the EDS pilot. Initially, data up to the end of 2016/17 was 
available. This was extended to 2017/18 during the course of the project. 

Table 1: NPD datasets used in the EDS pilot 

NPD Dataset Version Year(s) 

Early Years Foundation Stage Profile n/a 2005/06- 

Key Stage 1 Pupil Final 1997/98- 

 
10 https://onlinelibrary.wiley.com/doi/abs/10.1002/pam.22236   

https://onlinelibrary.wiley.com/doi/abs/10.1002/pam.22236
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Key Stage 2 Pupil Final 1995/96- 

Key Stage 3 Pupil Final 1997/08-2012/13 

Key Stage 4 Pupil/Exam Final 2001/02- 

Key Stage 5 Pupil/Exam Final 2001/02- 

Autumn, Spring and Summer School Census n/a 2001/02- 

Pupil Referral Unit Census n/a 2009/10-2012/13 

Early Years Census n/a 2007/08- 

Alternative Provision Census n/a 2009/10- 

Absence Two-term and three-term 2005/06- 

Exclusions n/a 2001/02- 

Autumn Census learning aims n/a 2007/08-  

Transformation 

The datasets underpin many government statistical releases and are therefore subject to checking 
and cleaning prior to publication. This means a high degree of data quality.  

That notwithstanding, substantial transformation is required to make the data suitable for research 
purposes. At the most basic level, work is required to consistently identify schools over time within 
the data. While schools have standard identifiers that are consistently present in datasets (such as 
LAEstab or URN codes), these change over time as a result of changes in school organisation, e.g. 
becoming an academy, changing academy trust or merging with another school. We therefore 
maintain a history of changes in school identifiers in order to bring together current and past records 
relating to a school at any point in time within the NPD data available. 

Secondly, many of the attainment indicators change in scope or definition over the lifetime of the 
data available. For example, GCSEs were scored using a scale ranging from 58 (grade A*) to 16 (grade 
G) from 2003/04 until 2014/15. In 2015/16, this changed to ranging from 8 (grade A*) to 1 (grade G). 
In 2016/17, reformed GCSEs (graded 9-1) were introduced and the scores for legacy (A*-G) GCSEs 
were changed again. In addition, indicators change in line with the prevailing school accountability of 
the day. Brand new Key Stage 1 and Key Stage 2 assessments were introduced in 2015/16. 

Changes of this sort present a challenge for analysis which uses outcomes from more than one year. 
However, as data on full national cohorts is available, steps can be taken to overcome it. For 
example, outcomes for each year can be standardised. Alternatively, when a new indicator is 
introduced (such as the Key Stage 4 Attainment 8 indicator from 2015/16), it can be retrospectively 
calculated for earlier years. 
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For “pupil-level” projects, where a service or intervention is given to individuals in a school rather 
than a whole class or year group, we can also create variables related to a pupil’s school history up 
to the point at which the service started. This includes a history of school moves, attendance, 
exclusions and free school meal eligibility, all of which are correlated with subsequent attainment.  

Advantages and disadvantages of the NPD 

The advantage of using the NPD within the EDS is one of almost complete coverage. Data is available 
for every pupil who has been in t 

he state-funded sector in England. Nonetheless, there is some scope for missing data arising from 
emigration, death, home schooling or being absent for an assessment. 

The main limitation is one of a restriction in the data available in the NPD. There may be no data 
available that directly measures a primary outcome a programme is seeking to improve (e.g. 
speaking and listening skills). Secondly, important variables used to select pupils for a programme 
(e.g. levels of motivation in Year 9) may also be absent. Thirdly, the NPD only contains data on 
attainment in formal assessments; these generally happen at the end of Key Stages. This can mean a 
lag before assessment of a programme is possible, if it targets pupils in the first year of a Key Stage, 
for example. 

Legal basis 

The law allows the DfE to share data from the NPD with external organisations in certain 
circumstances provided they comply with confidentiality rules, the Data Protection Act 2018 and the 
General Data Protection Regulations (GDPR).11 

For the EDS, the EEF entered into an external organisation data share known as a Service Level 
Agreement with the DfE. This sets out the NPD data required for the EDS pilot, the purpose for 
requesting and processing this data, the legal basis and conditions for processing personal and 
sensitive data, as well as individual rights. A full list of DfE external organisation data shares is 
published on their website.12 

For the purposes of the data share, the DfE is the data controller, the EEF is the data recipient and 
FFT a data processor on the EEF’s behalf. The GDPR condition for processing personal data is 
‘legitimate interests’ (GDPR, article 6, paragraph 1f). These legitimate interests include the 
generation of quick and cost-effective estimates of the impact of educational programmes that 
schools/pupils have participated in focusing on teaching and learning outcomes. These impact 
reports are intended to be used to inform the EEF’s grant-making decisions in order to better 

 
11 https://www.gov.uk/guidance/data-protection-how-we-collect-and-share-research-data 

12 
https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/851292/External_Dat
a_Shares_October_2019.xlsx  

https://www.gov.uk/guidance/data-protection-how-we-collect-and-share-research-data
https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/851292/External_Data_Shares_October_2019.xlsx
https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/851292/External_Data_Shares_October_2019.xlsx
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generate high quality evidence of what works in improving teaching and learning, and may be 
published on the EEF’s website to inform practitioners and policy-makers’ decision-making.  

A limited amount of sensitive data, some of which is captured as special category under GDPR or by 
DfE (e.g. ethnicity, first language, free school meal eligibility), is used in the EDS pilot. These variables 
are correlated with attainment outcomes and so are used in matching routines and regression 
models. In other words, they are used for statistical and research purposes in line with Schedule 1, 
Part 1 (4) of the Data Protection Act 2018. 

Other data 

The provider of each evaluated programme supplied data on which schools and/or pupils signed up 
to participate together and when. We discussed measures of treatment dosage, (e.g. sessions 
attended) with each provider and they provided the most suitable indicator available for each school 
or pupil. 

For school-level projects, we cleaned the school identifiers so that they could be consistently linked 
to NPD datasets over time. This was to enable us to match schools on the basis of past performance 
and pupil characteristics at the time the school first participated.  

For pupil-level projects, where individual pupils were selected to participate, providers supplied us 
with identifying information (names, schools, dates of birth) to enable us to match pupils to the NPD 
where participants had given them consent to do so 

In principle, further datasets containing relevant data could be added to the EDS if it were developed 
beyond the pilot. Firstly, the NPD is routinely linked to other government datasets, such as the HESA 
student record which covers enrolment and attainment in higher education institutions and the 
Individualised Learner Record (ILR) which covers similar for further education providers. This would 
be particularly useful for programmes which aim to improve outcomes following compulsory 
schooling. Furthermore, the Department for Education has also linked NPD to data from Her 
Majesty’s Revenue and Customs and Department for Work and Pensions on employment, earnings 
and benefits. This will make it possible to evaluate interventions that aim to improve employability. 
At the time of writing, DfE was establishing a framework for making this data available to external 
researchers. 

Secondly, data from commercial test providers could be collected (e.g. from schools) to provide 
additional attainment measures or measures of attitude or motivation. However, this would incur 
additional costs and would limit the number of treated and comparison units in any evaluation to 
those which used a particular provider. Appropriate consent for data sharing and matching to the 
NPD would also have to be in place. Largely as a result of this, work to evaluate the viability of 
including non-NPD data within the EDS is still ongoing and consequently does not feature in this 
report. 

We believe opt in consent would need to be obtained direct from schools that take the tests 
confirming they are happy for their data to be used in this way. Schools would need to be 'recruited' 
and it is likely a Memorandum of Understanding (MoU) /data sharing agreement would need to be 
put in place between the school and the EDS contractor (or the EEF) in order to share the data for 
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the purposes of the EDS. We believe schools would be happy to share their data with a trusted 
organisation for research purposes, however there could be limitations of this approach if the EDS 
were to sit in government as schools might be reluctant to share large sets of data for their on-going 
use. 

From experience, benefits for a school taking part in research need to be clear from the outset. This 
can range from providing feedback to schools related to the research or a financial incentive to cover 
any administration that might be required. Another approach that might be worthwhile considering 
is for the EDS to fund standardised tests within schools so that the EEF would be the owners of the 
test data and it could then be used for the analysis and would illuminate any consent hurdles. This 
would also be a clear incentive for schools to want to be involved. 

As with all data sharing arrangements, the EDS would also need to have the capabilities of removing 
school/pupils data from the EDS if a school revoked their data sharing permissions (change in 
personnel) or a parent decided they did not want their child’s data to be a part of the EDS. 

Although there will be difficulties in accessing data from commercial test providers, it is a route 
worth pursuing as it may yield either a) more relevant outcomes for a project b) more suitable 
measures of prior attainment or c) additional data items that can be used to model pupil-level 
selection, particularly measures of attitude or motivation. Examples might include projects that seek 
to improve speaking and listening skills or reading attainment for Year 4 pupils, for which no directly 
measured indicators are available in NPD.  

For the same reasons, non-NPD data could also be used in randomised controlled trials. 
Interventions could be randomised using a commercial test provider’s customer base.  

Environment 

A schematic of the EDS pilot data environment is shown in Figure 1. 
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Figure 1: EDS pilot data environment 

 

SQL Server was used to: 

• Hold NPD datasets 
• Transform NPD data, e.g. consistently identify schools over time 
• Link project data to the NPD 
• Create analytical datasets containing transformed NPD data and project data for each 
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Processes were written in SQL Server to semi-automate the production of analytical datasets for 
school-level matching projects. 

R was used to process the analytical datasets. This included 

• Propensity score matching 
• Regression modelling 
• Bootstrapping of standard errors 

Evaluation reports were written in R Markdown. 

We developed an R package to largely automate the analysis of a school-level project. This is 
described in Appendix B. 
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Projects evaluated 

The EEF drew up a longlist of 33 projects that could potentially be evaluated based on grant 
applications that were not selected for evaluation by randomised controlled trial. 

From this longlist, FFT sought volunteers to join the pilot of the EDS. Each project would receive a 
free evaluation which they could choose to publish if they so wished. A total of 22 projects indicated 
that they would be willing to discuss the possibility of an evaluation further. The remaining 11 either 
felt that they were at too early a stage of maturity, did not yet have sufficient participants or did not 
respond to our invitation to discuss further. 

FFT then discussed the viability of an evaluation with each of the volunteer projects via email and 
telephone conversations. This covered the number of participants, the time span over which the 
project operated, primary outcomes (and any secondary outcomes, if appropriate), and potential 
measures of treatment dosage. In some cases it became apparent that projects were unsuitable due 
to one of three reasons: lack of consent to share pupil-level data (in over half of cases); they had not 
been in operation for very long; or no suitable primary outcome could be identified in the NPD. 

Projects were selected for inclusion in the pilot if: 

• A suitable outcome could be identified 
• Outcomes could be observed in the data available (this would not be the case for projects 

which had only recently started, for example) 
• There was a sufficient number of participants to estimate a treatment effect 
• Data on participants, with dates and a measure of dosage, could be provided 

In addition, pupil-level projects were selected if participants had consented to their data being 
shared with a third party for research and evaluation purposes. We found that while some projects 
were willing to participate in the EDS pilot, this proved an insurmountable obstacle as obtaining 
retrospective consent would be impractical.  

In total, seven projects were evaluated in the EDS pilot. Of these, four were school-level projects and 
three were pupil-level projects. 
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Table 2: Projects evaluated in the EDS pilot 

Project Type of intervention 
Treatment 
Level 

Number 
of 
Schools Primary Outcome(s) 

Project 1 Online learning / revision system School 378 KS4 science attainment 

Project 2 Online learning / revision system School 1044 KS4 attainment (multiple 
subjects) 

Project 3 Support for disadvantaged schools / 
pupils 

School 542 KS2 overall attainment 

Project 4 Whole school teaching approach School 260 KS1 maths attainment 

Project 5 Support for disadvantaged schools / 
pupils 

Pupil 38 KS4 attainment (multiple 
subjects) 

Project 6 Online learning / revision system Pupil 272 KS4 overall attainment 

Project 7 Online learning / revision system Pupil 1894 KS2 maths attainment 

Two of the interventions had previously been evaluated in EEF effectiveness trials. Their inclusion 
here allows us to 1) compare non-experimental impact estimates with those from RCTs, and to 2) 
include a larger number of schools in the evaluation to obtain more precise estimates. 

Three projects were evaluated at pupil level. There are two stages of selection of pupils into these 
projects. Firstly, there is the selection mechanism by which schools opt to participate. Secondly, 
there is the mechanism by which pupils are selected. This was not particularly clear for two projects, 
Project 6 and Project 7. Both projects are subscriber-based; typically, a whole school cohort will be 
provided with an account, but teachers are then free to choose whether to actively use the accounts 
with some or all of their pupils. 

Although we make a distinction between school-level and pupil-level projects, this distinction may 
not be clear-cut. For example, as with Projects 6 and 7, a school may subscribe to an online learning 
tool for an entire cohort of pupils, but give teachers the option to offer the tool selectively to those 
pupils they believe will benefit. The learning tool could arguably be evaluated as school level or pupil 
level. For the purposes of the EDS pilot, where there was any ambiguity we considered those 
interventions for which pupil-level data on dosage was available as pupil-level projects, and those for 
which it was not as school-level projects. For clarity, from this point on we will refer to the 
interventions evaluated during the EDS pilot as “projects with school-level matching” and “projects 
with pupil-level matching” rather than “school-level projects” and “pupil-level projects”. 
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Methodology 

In this section, we set out in broad terms the methodology we followed to evaluate the seven 
projects in the pilot. 

The process can be divided into four stages 

1. Collection of information and data from providers 
2. Dataset construction 
3. Estimation of treatment effects 
4. Communicating the results 

We reflect here on the methodological approaches we tried and their relative merits. We also 
discuss some of the technical challenges we faced and how we overcame them. 

Collection of information and data from providers 

The purpose of this stage is to collect relevant information to plan the analysis and to gather 
relevant data on participating schools and pupils. In future, an analysis plan for a project could be 
written at the end of this stage. 

Firstly, we established the primary outcome of the evaluation and the criteria used to select schools 
and/or pupils. Some organisations were able to provide a theory of change or similar documentation 
setting out the intended outcomes of the project and the steps taken to realise them. These 
documents are helpful, though not necessary, in: 

• checking that the primary outcome measure used in the evaluation is closely related to at 
least one intended outcome of the project 

• understanding the mechanism by which participants are selected 
• identifying a relevant measure of dosage that the provider would be able to supply 

We also requested any previous evaluations of the project conducted or commissioned by the 
provider organization. Although again not essential, they play a part in the provider’s understanding 
of the effectiveness of their project. In some cases, this offers the possibility of replicating a previous 
study in the EDS pilot, which may be desirable if the results of the EDS evaluation appear to be in 
conflict. Where previous evaluations were undertaken using the NPD, it may also reveal difficulties 
or concerns that could have an effect on an evaluation completed as part of the EDS pilot. 

We then collected data on project participants. The requirements varied depending on whether the 
evaluation was to be matched at school-level or pupil-level. To meet the statistical principle of 
intention-to-treat, providers were asked to provide details of schools or pupils which signed up (or 
subscribed) to the project even if they had never participated. The importance of this principle was 
discussed with each organization but, ultimately, we had to take the data supplied on trust. That 
said, schools/pupils with low or zero usage can be observed in all the projects evaluated. 

The data supplied by projects was variable in quality. In all cases, some changes to school identifiers 
(including filling in missing data) were necessary to link schools to NPD. More changes were required 
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in some cases than others. One project supplied only partial pupil-level data, with names and/ or 
date of birth not supplied in some cases. For this project, we managed to match around 85% of 
records to NPD although this may have included some over-matching. 

From making first contact by letter through to loading data into the SQL environment, the process of 
collecting data from providers took several months and in some cases over a year. However, this 
took place at the same time as negotiating access to NPD. In normal circumstances, we would expect 
the process to take around 3 months, possibly longer for more complex projects spanning several 
years. 

Projects with school-level matching 

We collected the following information from each project: 

• A school identifier (e.g. URN, LAEstab) 
• Name of school 
• School address (optional if URN/LAEstab provided) 
• Date or year of first participation/subscription 
• Date or year of final participation/subscription (if applicable) 
• Measures of dosage (by academic year) 

There was no identifying information in the data provided but it could be considered commercially 
confidential. Projects were able to supply data either by password-protected zip file or by uploading 
it to our secure FTP server. 

Projects with pupil-level matching 

Provided that organisations as data controllers had a lawful basis to do so, they supplied us with 
spreadsheets or text files containing:  

• Pupil identifiers, these could include: 
o Surname 
o Forenames 
o Date of birth 
o Gender 
o Postcode 
o UPN 

• A school identifier (e.g. URN, LAEstab) 
• Name of school 
• School address (optional if URN/LAEstab provided) 
• Date or year of first participation/subscription 
• Date or year of final participation/subscription (if applicable) 
• Measures of dosage (by academic year) 

Preliminary data processing 

On receipt of the data, some validation of the school identifiers was undertaken. This varied from 
project to project but at a minimum we checked that the identifier was present in extracts of the DfE 
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Get Information About Schools database and, if so, that the match was plausible. For example, we 
would not expect a project aimed at secondary schools to match to a school with a 3-7 age range. In 
a small number of cases, we added URNs/LAEstabs where they were missing. 

For projects with pupil-level matching,, pupils were matched to their NPD pupil identifier on the 
basis of personal identifiers and school attended. 

Dataset construction 

As we set out in the introduction, the NPD is a wonderful resource but its primary purpose is not 
research. Consequently, some upfront effort was required to set up processing and transformation 
steps to create analytical datasets for the pilot evaluations. This included processes to create 
datasets for school-level and pupil-level propensity score matching. In some cases, additional 
derived variables were calculated to supplement the standard variables in the NPD. Attainment 
indicators tend to change in definition as a result of changes to the school accountability framework, 
so work is required to create time-series measures that offer a greater degree of stability. 

Projects with school-level matching 

As we set out below, there were two stages to evaluation of whole school evaluation: 1) school-level 
propensity score matching and 2) pupil-level regression using school-level weights derived from 
stage 1. We set out here the construction of the school-level and pupil-level datasets. 

School-level dataset 

For each project, we constructed a school-level dataset containing a range of school-level 
characteristics predictive of attainment and three years of previous attainment data at the time of 
joining the project. This was to enable matching on school characteristics and attainment at the time 
of joining. Where a project has specific selection criteria beyond those already included, we would 
recommend adding additional variables to the dataset in order to incorporate the criteria into the 
matching process. This was not the case for any of the school-level projects in the EDS pilot, but 
might include, for example, projects that selected schools with a high number of exclusions, or 
schools with a low ratio of teachers to pupils. 

The dataset included schools that had participated in a project (treat=1) and those which had never 
participated (treat=0). The set of non-participants contained all mainstream state-funded primary 
and secondary schools in England at the relevant Key Stage. We removed any schools that were 
structurally different on a project-by-project basis. For example, we removed selective (grammar) 
schools from the comparison pool if there were none in the treatment pool.  

Separate datasets were produced for each year in which schools joined a project. For example, if we 
observed schools joining a project in each of 2013/14, 2014/15 and 2015/16, we constructed three 
datasets. The first contained all schools joining the project in 2013/14 (treat=1) and all schools never 
observed to have participated. This approach was taken because of the tendency of attainment 
measures to change from year to year, such as the change in tests at Key Stage 2 in 2015/16. We 
removed any schools which subsequently closed prior to undertaking matching. This approach only 
applied to the matching stage. When modelling outcomes using pupil-level data (discussed below), 
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the outcomes for the years evaluated were either stable or standardised in order to produce a 
consistent overall estimate of impact. 

The school characteristics used were: 

• proportion of pupils eligible for free school meals in the last six years 
• proportion of pupils whose first language was one other than English (EAL) 
• gender ratio (percentage of female students) 
• proportion of pupils that lived in one of England’s most deprived areas (identified by being 

amongst the bottom 30% by income deprivation affecting children, or IDACI) 
• proportion of pupils with special educational needs (SEN) 
• proportion of pupils who identified as of white British ethnicity 

We also included measures of previous school performance. These included the performance 
measure used as the primary outcome, plus some overall measure of attainment (e.g. average point 
score in all GCSE subjects) and pupil prior attainment in each of the three previous years.  

In a small number of cases, data for one or more years may have been missing for a school. This 
would occur for relatively new schools, for example. As there were only small numbers of these for 
each project, we dropped them from the analysis but other approaches (e.g. imputation or matching 
on non-missing variables) could be adopted in future. 

For one project, where the outcome related to Key Stage 1, we included an additional variable about 
school structure, namely whether the school was infant-only or covered the whole of the primary 
age range. This was due to differences in observed outcomes between the two types of school.13 We 
would advise including this variable in all evaluations of Key Stage 1 outcomes. Similarly, we would 
advise including a similar variable identifying junior-only schools when evaluating Key Stage 2 
outcomes. 

More generally, we opted not to include other structural variables, such as governance, religious 
denomination or the type of area in which the school was located, as they have limited association 
with outcomes having controlled for school characteristics and previous performance (e.g. Gorard 
and Siddiqui, 201914; Goldstein and Leckie 201915). For similar reasons, we did not include data on 
Ofsted inspection judgments (Von Stumm et al, 202016). However, we would advise including 
variables for grammar schools, studio schools and university technical colleges in evaluations of Key 
Stage 4 outcomes if any such schools participated in the treatment. If none did, they can be excluded 
from the pool of controls prior to matching. 
 

 
13 https://ffteducationdatalab.org.uk/2015/03/we-worry-about-teachers-inflating-results-we-should-worry-more-about-
depression-of-baseline-assessments/ 

14 https://journals.sagepub.com/doi/10.1177/2158244018825171 

15 https://onlinelibrary.wiley.com/doi/10.1002/berj.3511 

16 https://acamh.onlinelibrary.wiley.com/doi/10.1111/jcpp.13276 

https://ffteducationdatalab.org.uk/2015/03/we-worry-about-teachers-inflating-results-we-should-worry-more-about-depression-of-baseline-assessments/
https://ffteducationdatalab.org.uk/2015/03/we-worry-about-teachers-inflating-results-we-should-worry-more-about-depression-of-baseline-assessments/
https://journals.sagepub.com/doi/10.1177/2158244018825171
https://onlinelibrary.wiley.com/doi/10.1002/berj.3511
https://acamh.onlinelibrary.wiley.com/doi/10.1111/jcpp.13276
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Pupil-level dataset 

For each year we observed the primary outcome in the NPD following treatment, we created a pupil-
level dataset. This included all pupils assessed nationally at the relevant Key Stage. In general, we 
observed outcomes for between one and three years. This enabled us to estimate treatment effects 
one, two and three years from the date of joining. 

The pupil dataset included pupil and school identifiers and a small number of pupil variables used as 
controls including a measure of prior attainment (a pre-test) and four key contextual variables 
commonly used in RCTs (see Xiao et al, 201617) of educational interventions which are correlated 
with attainment even after controlling for prior attainment: 

• Pupil identifier 
• School identifier 
• Prior attainment 
• First language (English/other) 
• Disadvantaged (eligible for free school meals in the previous 6 years) flag (yes/no) 
• Gender 
• Month of birth 

Prior to analysis, additional data from the school-level matching process was added including the 
derived weights and measures of dosage and year of first participation for treated schools. 

Projects with pupil-level matching 

A bespoke dataset was created for each project with pupil-level selection. These included a number 
of fields available in the NPD plus some derived fields and indicators to denote treated and non-
treated pupils 

NPD pupil-level fields: 

• Pupil identifier 
• School identifier 
• Primary and secondary outcomes18 
• Prior attainment 
• Gender 
• Ethnic background 
• First language (English/other) 
• Month of birth 
• IDACI score of home postcode (the school average was used where this was missing) 

 
17 https://www.sciencedirect.com/science/article/pii/S0883035515304808?via%3Dihub 

18 For Project 7, the primary outcome was Key Stage 2 maths test score. As test marks are not comparable from year to 
year (e.g. 80 marks in one year might represent a higher level of attainment than 81 marks in another year), we first 
standardised the outcomes. 

https://www.sciencedirect.com/science/article/pii/S0883035515304808?via%3Dihub
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• Government office region 

Derived pupil-level fields: 

• % of school career observed to be eligible for free school meals prior to outcome 
• % of school career observed to be on SEN register prior to treatment 
• Number of fixed-term exclusions in the three years prior to treatment 
• Number of permanent exclusions in the three years prior to treatment 
• Number of sessions of unauthorised absence in the three years prior to treatment 
• Number of sessions of total absence in the three years prior to treatment 
• Treatment indicator (yes/no) 
• Dosage (for treated pupils) 
• Year of first treatment (for treated pupils) 

Each treated pupil was linked to their termly school census record that was closest in time to the 
start date of the treatment. 

The pool of comparison pupils consisted of all pupils observed in the same cohort in schools that had 
never participated in the treatment. January school census records were used for comparison pupils 
with the census date used as a proxy treatment date in order to calculate the pre-treatment derived 
fields. 

As we used school census to identify pupils rather than end of Key Stage datasets, outcomes were 
missing for a small number of pupils due to attrition, for example as a result of emigration. 

Estimation of treatment effects 

As described in the introduction, estimation of the treatment effects was a two-stage process. We 
began by applying a number of matching methods to create matched comparison groups, then used 
regression models to estimate the average treatment effect on the treated. 

Creating a matched comparison group 

We explored four methods for creating a statistically similar comparison group: nearest neighbour 
matching based on propensity scores, coarsened exact matching (CEM), covariate balancing 
propensity scores (CBPS) and inverse probability weighting (IPW). 
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Matching methods19 
Nearest neighbour matching20 

This first method matches treated units to comparison units using propensity scores. A unit’s 
propensity score is its probability of being in the treated group given its values for the matching 
variables considered. This was estimated by fitting a logistic regression model to a dataset that 
included all treated units and a group of potential comparison units, where treatment status is the 
dependent variable and school / pupil characteristics in the dataset are the predictors. The 
probability of treatment is estimated on the basis of school (and pupil, where appropriate) 
characteristics. Each treated unit was then matched with replacement with a comparison unit with 
the closest possible propensity score.  

Coarsened exact matching21 

Coarsened exact matching, as the name suggests, involves coarsening data then carrying out exact 
matching on the coarsened data. Each continuous variable is coarsened by breaking it down into 
categories. For example, if matching based on the percentage of EAL students in a school, categories 
might include 0-10%, 10-20%, and so on. CEM then matches each treated unit to comparison units 
with the same value for each category, and for any factors or binary variables. If there are any 
treated units for which there are no potential comparison units with matching values, they will be 
discarded. 

CEM can be used as the basis for pair matching; in this case, each treated unit will be paired to a 
comparison unit from the same strata. Alternatively, comparison units can be assigned a weight 
based on the number of treated units in their strata. 

Inverse probability weighting22 

This method uses weighting rather than matching; the entire group of potential comparison units is 
used, but each observation is weighted. Inverse probability weights are based on propensity score, 
as shown below:  

𝑊𝑊𝑡𝑡 = 1, 𝑊𝑊𝑐𝑐 =
𝑃𝑃𝐸𝐸

1 − 𝑃𝑃𝐸𝐸
 

where Wt is the weight for a treated unit, Wc is the weight for a comparison unit, and PS is the 
propensity score. 

 
19 For an overview of various matching methods in the context of quasi-experimental evaluations, see Evaluation of 
Complex Whole-School Interventions: Methodological and Practical Considerations, 2017  

20 Stuart, 2010 includes a comprehensive description of both the nearest neighbour and IPW methods: 
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC2943670/#!po=39.5833  

21 Iacus, King and Porro, 2012: https://gking.harvard.edu/files/abs/cem-plus-abs.shtml  

22 Hirano, Imbens and Ridder, 2000: https://www.nber.org/papers/t0251.pdf 

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC2943670/#!po=39.5833
https://gking.harvard.edu/files/abs/cem-plus-abs.shtml
https://www.nber.org/papers/t0251.pdf
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Covariate balancing propensity score weighting23 

This approach weights each observation as described above, but  weights are generated such that 
the treated and comparison groups are optimally balanced with respect to the both the propensity 
score and the matching variables.  

Assessing matches 

Before proceeding to the modelling stage, we assessed the success of each method in creating a 
well-matched comparison group. This was primarily done by comparing the standardised mean 
difference between the treated and comparison groups before and after matching. Generally, a 
standardised mean difference of 0.2 or below was considered to indicate good balance.24 For most 
projects, CBPS was the preferred method unless it proved impractical for technical reasons, such as 
with binary outcomes or with extremely large pupil-level datasets. 

Variance ratios can be used as another way of assessing balance, in addition to standardised mean 
differences. They compare the variance of the treated and comparison group; a variance ratio of one 
would indicate identical variance. If a covariate has a low standardised mean difference and a 
variance ratio close to one that suggests its distribution is very similar in the treated group and in the 
comparison group. We would consider a variance ratio below 2 to be reasonable.  

Both standardised mean differences and variance ratios can be effectively visualised using graphs 
known as loveplots.25 Examples can be seen in those reports from the EDS pilot that have been 
published.26 

It can also be useful to consider common support. Common support is generally used to refer to the 
overlap in propensity scores between the treated and comparison groups. Matching is intended as a 
pre-processing step to enforce common support, but if common support is very limited before 
matching, creating a viable matched comparison group becomes more challenging and may result in 
estimates that are overly influenced by a small number of comparison units. We took some steps to 
enforce common support before matching, by excluding potential comparison units that were 
structurally different from the treated units. For example, we removed selective (grammar) schools 
from the comparison pool if there was none in the treatment pool. We also excluded any units that 
would have been ineligible to participate in the intervention from the group of potential comparison 

 
23 Imai and Ratkovic, 2014: https://imai.fas.harvard.edu/research/files/CBPS.pdf  

24 There is no clear consensus in the literature on the threshold used to indicate good balance, either for standardised 
mean difference or for variance ratios. Useful discussions can be found in Rosenbaum and Rubin, 1985:  
https://www.jstor.org/stable/2683903  and in Hallberg, Wong and Cook, 2016: Evaluating Methods for Selecting School-
Level Comparisons in Quasi-Experimental Designs: Results from a Within-Study Comparison 

25 Loveplots are named for Professor Thomas E. Love, who first developed them along with colleagues 
(https://academic.oup.com/eurheartj/article/27/12/1431/647407). 

26 https://medium.com/@ffteducationdatalab/eef-blog-is-quick-cost-effective-and-robust-evaluation-of-education-
interventions-possible-875d585d7b56 

https://imai.fas.harvard.edu/research/files/CBPS.pdf
https://academic.oup.com/eurheartj/article/27/12/1431/647407
https://medium.com/@ffteducationdatalab/eef-blog-is-quick-cost-effective-and-robust-evaluation-of-education-interventions-possible-875d585d7b56
https://medium.com/@ffteducationdatalab/eef-blog-is-quick-cost-effective-and-robust-evaluation-of-education-interventions-possible-875d585d7b56
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units. After these steps had been taken, we checked the common support before matching; for the 
interventions in the EDS pilot, common support was adequate in all cases. 

When using CEM, we also checked the sample size at this stage; because this method discards 
treated units for which no appropriate match can be found, the sample size can be reduced 
considerably. 

Preferred matching method 

We would advocate a degree of flexibility with regards to matching method; accepted best practice 
is that transparency and replicability, along with robust assessing of the matches and sensitivity 
analysis, are the important points, and the method can be selected on a case-by-case basis.27 
However, we do have a preference for the CBPS technique for matching at the school level, and 
some reservations about other techniques, particularly CEM. 

The major drawback of CEM is that it is generally unable to find matches for all treated units in the 
dataset, particularly when used with a large number of matching variables. The number of matches 
found can be increased by increasing the ‘coarsening’; that is, by decreasing the number of 
categories that continuous variables are broken down into. However, if the coarsening is increased 
too much, the matched schools will no longer be sufficiently similar to one another to give 
reasonable balance. If good balance can only be found at the cost of dropping a substantial number 
of units, this may affect the results, particularly in evaluations with a relatively low number of 
treated units. It may also be the case that particular types of units are more likely to be dropped by 
CEM, creating an imbalanced dataset.  

Nearest neighbour matching, IPW and CBPS all avoid this pitfall. However, both nearest neighbour 
and IPW have the disadvantage that they rely solely on the propensity score as a measure of 
similarity. This can mean that the comparison groups that they create are poorly balanced with 
respect to some of the matching variables. CBPS, by design, maximizes balance across all matching 
variables. Compared to the other techniques, it has the disadvantage of being very computationally 
expensive. This is less of an issue for school level interventions, which tend to have fewer treated 
units, but can cause difficulties for large pupil level interventions. Therefore, we would suggest that 
CBPS is an excellent option for matching at the school level, but may not always be practical for 
matching at the pupil level. 

Two stage matching 

Pupil-level projects often use a two stage selection process: schools are selected to join the 
intervention, and then pupils within the school are selected to take part. This poses some difficulties, 
as the majority of matching techniques aim to recreate the balance created by random treatment 
assignment at either the school level or the pupil level, not both. However, given that the selection 
process is two stage, a two stage matching method seems intuitively to be a good choice. 

 
27 Evaluation of Complex Whole-School Interventions: Methodological and Practical Considerations, 2017: 
https://educationendowmentfoundation.org.uk/public/files/Grantee_guide_and_EEF_policies/Evaluation/Setting_up_an_
Evaluation/EEF_CWSI_RESOURCE_FINAL_25.10.17.pdf 

https://educationendowmentfoundation.org.uk/public/files/Grantee_guide_and_EEF_policies/Evaluation/Setting_up_an_Evaluation/EEF_CWSI_RESOURCE_FINAL_25.10.17.pdf
https://educationendowmentfoundation.org.uk/public/files/Grantee_guide_and_EEF_policies/Evaluation/Setting_up_an_Evaluation/EEF_CWSI_RESOURCE_FINAL_25.10.17.pdf
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There is limited guidance in the literature on how two stage matching could be applied to 
evaluations of this type. Two stage matching has been advocated for school (cluster) level studies28 
and pupil (unit) level studies29, but has not been discussed, as far as we are aware, in the context of 
a study with selection at two stages. Branson and Dasgupta (2019)30 do discuss the difficulty of 
creating balance when using two stage selection, but in the context of randomised experiments 
rather than in observational studies. 

During the EDS pilot, we opted to trial an approach that began by matching pairs of schools, then 
matched pupils within the matched schools. We discounted the counter-intuitive method of 
matching pupils then matching schools, as developed by Zubizarreta and Keele (2017) as unsuitable 
for a two stage selection study.31  

We concluded that two stage matching is a viable method, but it has some disadvantages. Firstly, it 
depends upon finding strong paired matches at the school level. This will tend to be more difficult to 
do if the number of schools in the sample is relatively small, even if the number of pupils is high. 
Secondly, it restricts the possible matching techniques for the first stage to those in which pair 
matches are found; approaches using weighting would not be appropriate. For these reasons, one 
stage matching, using school level as well as pupil level covariates, would be our preferred option for 
pupil level projects, However, the literature on two stage matching is evolving and it may prove a 
useful alternative for future work. 

Heterogeneous treatment effects 

As well as looking at the average treated effect on all of the treated units, we also estimated the 
effects on different groups of treated units. Typically, this included low, medium and high dosage 
groups. Other groups were identified on a case by case basis, based on the aims and interests of the 
individual interventions, but included groups such as disadvantaged pupils.  

For projects with matching at the pupil-level, we carried out a separate matching process for each of 
these groups; in most cases, the characteristics of treated pupils in, for example, the low dosage 
group was notably different to those in the high dosage group. In one case, we also considered zero 
dosage pupils; that is, pupils who were part of the intervention but did not engage with it at all.  This 
should provide a useful check: we would expect to find no impact on zero dosage pupils. If an impact 
was found, this would suggest that the matching process had failed to account for all relevant 

 
28 Zubizarreta and Keele (2017): http://jrzubizarreta.com/multilevel.pdf 

29 Rickles and Seltzer (2014): https://www.jstor.org/stable/43966362?seq=1 

30 Branson and Dasgupta (2019): https://onlinelibrary.wiley.com/doi/full/10.1111/insr.12339 

31 This is an intriguing technique designed for creating matches in a clustered observational study. First, for every possible 
combination of treated and potential control school, pupils are paired using optimal matching. Any pupils that cannot be 
matched to within a set threshold are discarded. Each possible pairing of treated and control school is assigned a value 
representing the balance achieved by the optimal pupil level match. Schools are then paired in such a way as to optimise 
the pupil level balance, at the same time balancing any school level covariates that have been specified. Pimentel, Page 
and Keele (2018) give more information and guidance on implementing this technique (https://cran.r-
project.org/web/packages/matchMulti/vignettes/multiMatch_vignette.pdf). 

http://jrzubizarreta.com/multilevel.pdf
https://www.jstor.org/stable/43966362?seq=1
https://onlinelibrary.wiley.com/doi/full/10.1111/insr.12339
https://cran.r-project.org/web/packages/matchMulti/vignettes/multiMatch_vignette.pdf
https://cran.r-project.org/web/packages/matchMulti/vignettes/multiMatch_vignette.pdf
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differences between the treated and comparison groups, meaning that the impact estimate was also 
capturing selection effects. 

We would stress that analysis by dosage group may be particularly likely to be affected by 
differences in unobserved pupil characteristics. It may be the case, for example, that differences in 
motivation are the cause of both high dosage pupils’ higher level of engagement with the project, 
and their improved outcomes.  

A full list of all of the groups for which effects were estimated in one or more of the evaluations 
carried out as part of the EDS pilot is given below: 

• Low, medium and high dosage  

• Length of involvement (pupil) 

• Length of involvement (school) 

• Disadvantaged (FSM) pupils 

 
Modelling 

Once statistically similar comparison groups had been constructed, we applied regression models to 
estimate the treatment effects. In one case, we also used difference-in-difference model and 
compared the results to those found using a regression. 

Regression models 

Regression models were applied to the matched or weighted data constructed during the first stage 
in order to estimate the average treatment effect on the treated. 

Projects with pupil-level matching 

Models were fitted for each outcome variable and each group of interest, for example for low, 
medium and high dosage groups. The matching variables were used as control variables and a 
dummy variable was included to indicate if a pupil was in the treated or comparison group. Where 
the comparison group was constructed using weighting, the weights generated were applied to the 
regression model.  

The models were of the form: 

 𝑦𝑦𝑖𝑖 = 𝛾𝛾 ∗ 𝑤𝑤𝑖𝑖 + 𝛽𝛽𝑥𝑥𝑖𝑖 + 𝜖𝜖𝑖𝑖 

where y is the outcome variable for the ith pupil, 𝛾𝛾 is the treatment effect, w is an indicator variable 
with value 1 when the unit is treated and 0 when it is a comparison, β are the estimated effect of the 
control variables on the outcome measures, x are the control variables and 𝜖𝜖 is an error term.  
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Projects with school-level matching 

While the creation of matched comparison groups for these interventions was done at school level, 
models were fitted to pupil-level data. We used a set of pupil-level control variables and a dummy 
variable was included to indicate if a pupil was in the treated or comparison group. These 
characteristics are listed on page Error! Bookmark not defined.. They were selected on the basis 
that they are known to be correlated with academic attainment, but independent of the treatment. 
Where the comparison group was constructed using weighting, we weighted pupils with an 
averaged version of their school’s weight. That is, we weighted each pupil with their school’s weight, 
divided by the number of pupils from that school included in the data. Two-level models were used 
to take account of the structure within the data: pupils nested within schools.  

The models were of the form: 

𝑦𝑦𝑖𝑖𝑖𝑖 = 𝛾𝛾 ∗ 𝑤𝑤𝑖𝑖 + 𝛽𝛽𝑥𝑥𝑖𝑖𝑖𝑖 + 𝛼𝛼𝑖𝑖 + 𝜖𝜖𝑖𝑖𝑖𝑖 

where y is the outcome variable for the jth pupil in the ith school, 𝛾𝛾 is the treatment effect, w is an 
indicator variable with value 1 when the school is treated and 0 when it is a comparison, beta are 
the fixed effects of the control variables on the outcome measures, x are the control variables, 𝛼𝛼 is 
the random effect of the school, and 𝜖𝜖 is an error term. 

Matched difference-in-difference 

For some school-level evaluations, difference-in-difference models could be estimated instead of the 
cross-sectional regression models described above. These require datasets that combine data for 
several years during which we see some schools begin to opt in to a ‘treatment’. The treatment 
effect is the difference in outcome for treated schools compared to the difference in outcome for 
non-treated schools.  

Difference-in-difference models have considerable advantages where they are appropriate32. Failing 
to account for unobserved differences is a key limitation of any observational study, but the 
difference-in-difference approach accounts for time-invariant unobserved differences at school-
level. The use of matching as pre-processing step also ensured that the assumption of common pre-
treatment trends in outcomes (Angrist and Pischke, 201533) was (largely) met. 

They do, however, have considerable drawbacks. Firstly, they are computationally intensive for 
binary outcomes. Secondly, they require outcomes and covariates that are consistently available 
over a number of years. Unfortunately, recent changes to the education system mean that this is 
generally not the case for outcomes related to academic attainment in England. Only one of the 
projects with matching at school-level that were evaluated during the EDS pilot was suitable for the 
difference-in-difference approach.  

 
32 https://discovery.ucl.ac.uk/id/eprint/10037777/1/EEF_CWSI_RESOURCE_FINAL_25.10.17.pdf 

33 https://press.princeton.edu/books/paperback/9780691152844/mastering-metrics 

https://discovery.ucl.ac.uk/id/eprint/10037777/1/EEF_CWSI_RESOURCE_FINAL_25.10.17.pdf
https://press.princeton.edu/books/paperback/9780691152844/mastering-metrics
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The model applied to matched data was of the form: 

𝑦𝑦𝑖𝑖𝑖𝑖𝑡𝑡 = 𝛾𝛾 ∗ 𝑤𝑤𝑖𝑖 + 𝛽𝛽𝑥𝑥𝑖𝑖𝑖𝑖 + 𝛼𝛼𝑖𝑖 + 𝛾𝛾𝛾𝛾 + 𝜖𝜖𝑖𝑖𝑖𝑖 

where y is the outcome variable for the jth pupil in the ith school in the tth year, 𝛾𝛾 is the treatment 
effect, w is an indicator variable with value 1 when the school is treated and 0 when it is a 
comparison, beta are the fixed effects of the control variables on the outcome measures, x are the 
control variables, 𝛼𝛼 is the fixed effect of the school, 𝛾𝛾 is the fixed effect of the year, and 𝜖𝜖 is an error 
term. Standard errors were clustered by school and year. 

Broadly speaking, there is an argument that difference-in-difference is preferable to cross-sectional 
regression where it is feasible. This would be the case where there is a consistent outcome indicator 
is available for at least 3 years before and after treatment and that the assumption of common pre-
treatment trends is met34. However, we would suggest that matching and pupil-level regression 
offers greater flexibility as a ‘workhorse’ solution. 

Confidence intervals 

Confidence intervals were created by using bootstrapping. This involves repeatedly creating a new 
dataset by taking a random sample of both treated and potential comparison units from the original, 
then repeating the analysis using the fresh data. In the case of projects with matching at the school 
level, we resampled at the school level, and in the case of projects with matching at the pupil level, 
we resampled at the pupil level. We found bootstrapped estimates for all models using 1,000 
iterations. Our point estimates were found by taking the mean of these 1,000 estimates, and the 
95% confidence intervals were simply the range in which 95% of the 1,000 estimates lay. 

It is possible to construct confidence intervals simply by using the standard errors estimated by the 
regression models. However, this method only accounts for the uncertainty around the estimate 
made by the regression model; it does not account for the uncertainty in the matching process. 
Therefore, confidence intervals created without bootstrapping are likely to underestimate the 
standard errors and produce artificially narrow confidence intervals (see Austin and Small, 201435). 

Bootstrapping standard errors is considerably more computationally expensive than using the 
standard errors produced by a single regression model; as it involves repeating the entire process 
through multiple iterations, the processing time is increased. 

Bootstrapping is one of several possible options for dealing with uncertainty in the context of a 
quasi-experimental design. Other methods, such as permutation tests, are also used for quantifying 
uncertainty36 and may be suitable for use in QEDs. While uncertainty due to sampling variability is 
not an issue for studies such as these, which use data from the whole cohort, it is essential that the 
methodology takes account of the uncertainty from the matching method. The literature on this 

 
34 Or the pre-treatment trends are modelled (see Mastering Metrics by Angrist and Pischke, 2014). 

35 https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4260115/ 

36 Welch, 1990: https://www.tandfonline.com/doi/abs/10.1080/01621459.1990.10474929  

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4260115/
https://www.tandfonline.com/doi/abs/10.1080/01621459.1990.10474929
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area is still emerging and, while bootstrapping is our preferred method, other options may be useful 
in future.  

Communicating the results 

Findings from the project evaluations were communicated in two stages: firstly, in a main report 
submitted to the EEF, and secondly, in a report submitted to the intervention provider. The main 
report focused on the process of carrying out the analysis, discussing the pros and cons of different 
methods. The provider report focused on evaluating the impact of the intervention on the outcome 
measures.  

Both the main and provider reports followed a common structure: 

1. Introduction 
2. Modelling framework 
3. Mitigation of confounding effects 
4. Results 
5. Discussion 

 
1) Introduction 

A brief description of the intervention, and an outline of the evaluation, including the outcome 
measures, outcome years and any subgroups. This section also included a description of the dataset 
of treated units used for analysis.  

2) Modelling framework 

A description of the model or models used to estimate treatment effects. This section specified the 
outcome measures, a list of all control variables and any clustering applied to the data.  

3) Mitigation of confounding effects 

This section began with an overview of how the treated units compared to potential comparison 
units before matching. It then described the matching methods used and how successful they were 
in achieving balance between the treated and comparison units. This included the use of loveplots to 
visualise standardised mean differences before and after matching. 

4) Results 

We presented estimated treatment effects for each outcome variable in each outcome year, and for 
each subgroup. Where appropriate, this included estimated treatment effects in three different 
forms: estimated impact, effect size, and months of progress.  

Estimated impact is given in the same units as the outcome measure, and effect size was calculated 
by dividing the estimated impact by the national standard deviation of the outcome measure. Effect 
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sizes were converted into months of progress using the EEF guidance for evaluators.37 Under this 
system, depending on the range in which an effect size falls, it is considered the equivalent of up to 
eleven months of additional progress. For example, an effect size between 0.05 and 0.09 is the 
equivalent of one month of additional progress. Results were presented in tables, rounded to two 
decimal places, as well as on graphs, in both cases with confidence intervals around the point 
estimates. 

This section could be expanded to include a padlock security rating in line with established EEF 
practice for reporting the results of trials. We consider this further in the recommendations below. 

5) Discussion 

This section described the limitations of the evaluation and discussed how the results should be 
interpreted. Limitations included a set common to all observational evaluations as well as any issues 
with the specific evaluation. Specific issues might occur if it was not possible to achieve good balance 
during the matching stage, or if there was concern that the intervention selected based on variables 
that were not observable in the data.  

Main report  

Each main report was produced in several stages. An initial report was submitted to the EEF. The EEF 
reviewed the report, raised queries and requested additional analysis on any areas of particular 
interest. We then produced a follow-up based on the EEF’s response and our own identified areas of 
interest. Further review and additional analysis was carried out if appropriate. 

Main reports included a comparison of the estimated treatment effects obtained from each 
matching method and modelling framework applied. The discussion sections focused on the 
suitability of each method for the intervention, any discrepancies in results obtained using different 
methodology, and identifying a preferred method.  

Provider report 

Part of the incentive for intervention providers to take part in the EDS pilot was that they would 
receive an evaluation of their intervention free of charge. Provider reports were therefore produced, 
and providers were given the option to publish these if they wished. Unlike the main reports, the 
provider reports used just one matching method and one modelling framework, following the 
preferred methodology identified as part of the main report. Results obtained using alternative 
matching methods were typically included as sensitivity analyses in appendices. 

 

  

 
37 https://educationendowmentfoundation.org.uk/projects-and-evaluation/evaluating-projects/evaluator-
resources/writing-a-research-report/ 

https://educationendowmentfoundation.org.uk/projects-and-evaluation/evaluating-projects/evaluator-resources/writing-a-research-report/
https://educationendowmentfoundation.org.uk/projects-and-evaluation/evaluating-projects/evaluator-resources/writing-a-research-report/
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Recommendations 

The pilot of the Education Data Service has shown that it is feasible to use the National Pupil 
Database to calculate non-experimental treatment effects of educational interventions when the 
following two conditions are met: 

1. Relevant outcomes are available in the NPD (e.g. attainment, attendance) 
2. Programmes, projects and interventions: 

a) Are aimed at the whole school (or whole cohorts); or 
b) Have selection mechanisms that can be explicitly modelled using the data in the NPD 

(e.g. pupils eligible for the Pupil Premium) 

In this section, we set out recommendations and suggestions for the future operation of an EDS. We 
begin by considering arrangements for accessing NPD data and then options for the operating model 
of the EDS, communicating the security of findings and finally how the EDS might be used within the 
EEF.  

Ultimately, the future operation will be shaped by three key considerations: 

1. Arrangements for accessing NPD data 
2. The level of methodology consistency required 
3. The number (and type) of evaluations to be conducted each year 

Before unpacking these considerations in greater detail, we offer a brief summary here. 

As a minimum, we would recommend that the EDS is used for evaluation of whole-school 
interventions and programmes. These evaluations do not require any additional pupil-level data to 
be matched to the NPD and can follow a common methodology, much of which can be semi-
automated using statistical software or a combination of database and statistical software. 

The status of pupil-level interventions in the EDS is less clear. These will almost certainly require that 
pupil-level data on participants is matched to the NPD and the methodology is likely to vary from 
project to project in order to approximate the selection-into-treatment mechanism as well as 
possible using observable pupil-level characteristics. These evaluations are therefore more costly to 
produce. We also found it difficult to find projects where participants had consented to their data 
being shared with a third party and/or matched to the NPD. Consequently, projects that do not 
require the sharing and matching to the NPD of pupil-level data are preferable for the EDS. 

Finally, it would be possible to expand the scope of EDS beyond the use of NPD data. Although any 
evaluations using data supplied by commercial providers would necessarily be limited to those 
schools which were customers, there may be significant benefits. Firstly, additional outcome 
measures that may be more directly relevant to a project may then become available. Secondly, it 
may be possible to access pupil-level measures of attitude or motivation that could be used, where 
appropriate, to model pupil-level selection more effectively. For these reasons, we recommend 
continuing to pursue the use of non-NPD data for EDS. 
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Access to NPD data 

For the pilot, we were provided with relevant NPD datasets containing named pupil-level data 
through a Service Level Agreement with the Department for Education. This meant we were able to 
carry out analysis using our own systems. Where projects supplied us with details of participating 
pupils, we carried out matching to the NPD. 

In recent discussions, the Department for Education has indicated that it would now prefer the 
service to sit within the Office for National Statistics’ Secure Research Service (SRS). Any matching of 
pupil-level records would be undertaken by the DfE. 

The key implications for the future operation of the EDS are that: 

• The SRS is only available to accredited researchers 
• Researchers can only access the SRS from designated safe settings 
• There is an expectation that all outputs will be published 

From our preliminary discussions with the DfE, we would expect that it would be feasible for the EEF 
and a suitable contractor to enter into a service level agreement with the DfE to undertake whole-
school evaluations within the SRS. These are interventions/projects where it is assumed that all 
pupils in a school (or year group) were treated. No additional pupil-level data supplied by external 
organisations would be matched into the SRS. 

At a practical level, this would entail the EEF and contractor entering into a service level agreement 
with DfE. This would specify the purpose of EDS, the NPD data required, and a schedule for future 
refreshes of data. Once approved, the contractor would access the data through the SRS. Lists of 
participating schools provided by projects can be uploaded by the contractor38. Within the SRS, the 
contractor would be able to create the sorts of analytical datasets we used in the pilot using a range 
of software tools including SQL Server, R and Stata. Outputs would be subject to checking for 
disclosure control by ONS and final, published outputs should be sent to DfE at least 48 hours before 
publication. 

For evaluations which require pupil-level data matching, the DfE has indicated that it would prefer 
that they are managed as discrete projects within the SRS. This would mean that a contractor would 
have to complete an application for NPD data for each project listing the project aims and 
methodology, the NPD data requested, the legal gateway and any requirements for additional 
datasets to be matched to the NPD. Evidence of participants providing consent for their data to be 
shared and matched to the NPD would also have to be provided. This proved a stumbling block for a 
number of organisations we spoke to when recruiting pilot projects. 

If approved, external organisations would then supply the contractor with identifiable pupil-level 
data and the contractor would issue each pupil a meaningless identifier. This data would in turn be 
supplied to the DfE who would match pupils to the NPD and provide the resulting data file in the SRS 

 
38 With DfE permission 
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minus personally identifying data but with each pupil’s NPD identifier. Data would be sent to the DfE 
via Egress Switch.39 

Operating model 

When the EDS pilot was conceived, the EEF envisaged the operating model described in Figure 2. 
This model was described as a hybrid model, in which the parts in orange would be undertaken by 
the EEF and the parts in blue by a technical partner with the necessary IT, data security 
infrastructure and skills. 

Figure 2: Operating Model anticipated by the EEF prior to the EDS pilot 

 

In practice, the EDS pilot operated along slightly different lines. The EEF drew up a long list of 
projects that could potentially be evaluated and we worked with external organisations to assess 
their viability, collect data and plan the analysis.  

Application and data collection 
Application 

In future, the EEF could administer an application form for external organisations to request an EDS 
evaluation. This would not need to be as detailed as a grant application, but merely provide 
sufficient detail to cover the following: 

• A description of the intervention, project or service and any theory of change 
• Any previous evaluations of impact 
• What outcomes, and at which Key Stage(s), does the intervention influence? 
• Approximately how many schools/pupils used the intervention in the previous year? 

 
39 https://switch.egress.com/ui/signin.aspx?ReturnUrl=%2fui%2fadmin 

https://switch.egress.com/ui/signin.aspx?ReturnUrl=%2fui%2fadmin
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The information provided could then be screened by the EEF to identify projects that potentially 
influence outcomes that can be observed in the NPD. 

The contractor running the service could then undertake a second stage screening process with 
selected projects. For the pilot, this took the form of a number of telephone discussion. It should 
yield sufficient information to be able to plan an EDS analysis and collect any necessary data. Further 
information to be gathered would include: 

• Details of any selection criteria (for schools and/or pupils) 
• Whether any measures of dosage could be provided 
• Whether any measures of treatment fidelity could be provided 

The second stage screening process could also be used to discuss the viability of the external 
organisation providing relevant data on schools and pupils. In the case of pupil data, the discussion 
should also cover the legal basis for data sharing and linkage to the NPD and how this could be 
evidenced. Copies of relevant forms should be requested in order to pass them to the DfE when 
applying to use the NPD. 

Following the second stage screening, and before external organisations supply data, we 
recommend that the contractor provides the external organisation with a draft analysis plan that the 
latter signs up to. This will include agreement that the resulting evaluation can be published. The 
plan would include: 

• The primary outcome and any secondary outcomes 
• The year the main analysis will relate to40 
• Approximate numbers of treated pupils/schools for the main analysis 
• An approximate Minimum Detectable Effect Size (MDES) based on assumptions of 

randomisation, sample size, intra-class correlation and proportion of the variance in the 
outcome explained by covariates 

• The methodology to be followed, including variables used in matching and regression 
• The treatment effects to be calculated, including any subgroups 

The analysis plan agreed with the external organisation would be submitted to the EEF for a final 
decision on whether to proceed. 

As we discuss below, a common methodology should be followed wherever possible. This means 
that the analysis plan would be broadly similar from project to project. In some cases, particularly 
where there is pupil-level selection, it will be necessary to design a project-specific evaluation. In 
these cases, the existing EEF template for non-experimental designs could be adapted. 

 
40 In the pilot, as many schools had been involved in interventions for a number of years, it was possible to calculate 
treatment effects for a number of years. 
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Data collection 

Following sign-off to proceed, the contractor would request data on participants from external 
organisations. 

For school-level projects, the following data items should be requested: 

• A school identifier (e.g. URN, LAEstab) 
• Name of school 
• School address (optional if URN/LAEstab provided) 
• Date or year of first participation/subscription 
• Date or year of final participation/subscription (if applicable) 
• Measures of dosage (by academic year), if available 
• Measures of fidelity (by academic year), if available 

For pupil-level projects, and providing appropriate consent for data sharing with a third party had 
been given by participants, the following data items should be requested: 

• Pupil identifiers, these could include: 
o Surname 
o Forenames 
o Date of birth 
o Gender 
o Postcode 
o UPN 

• A school identifier (e.g. URN, LAEstab) 
• Name of school 
• School address (optional if URN/LAEstab provided) 
• Date or year of first participation/subscription 
• Date or year of final participation/subscription (if applicable) 
• Measures of dosage (by academic year) 

For the pilot, we did not impose any requirements on file formats. It was generally more efficient to 
allow external organisations to provide data in the most convenient manner for them and to 
restructure it ourselves. We recommend providing projects supplying pupil-level data with a means 
of sending data via secure transfer protocol. 
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Processing, matching and analysis 

Data processing, matching and transformation 

Regardless of whether the EDS is established to evaluate both school-level and pupil-level projects, 
or solely to evaluate school-level projects, some up-front investment will be necessary to set up data 
cleaning and transformation routines for NPD data and to process data supplied by external 
organisations. This will require initial set-up effort on the part of the EDS contractor. In addition, the 
contractor would need to maintain the data resource on an annual basis and to produce datasets for 
each evaluation. 

The initial set-up activity would involve: 

• Loading a history of school-level identifier changes 
• Loading any additional school-level data not supplied directly by the DfE 

o Ofsted inspection outcomes 
o Reference data on school characteristics (e.g. eastings and northings) from Get 

Information About Schools 
• Creating routines to calculate standardised scores for measures used as pre-tests or as 

outcome measures where tests change in structure (e.g. the introduction of new Key Stage 2 
tests in 2015/16) 

• Creating routines to calculate post-test measures that are consistent in definition over time 
• Creating routines to calculate other pupil-level variables which may be necessary for pupil-

level evaluations 
o History of eligibility for free school meals 
o History of special educational needs 
o Attendance history 
o Exclusions history 
o History of school moves 

• Creating routines to produce school-level datasets for use in propensity score matching 
o At least three years of performance data for the primary outcome prior to 

intervention 
o Pupil characteristics (e.g. EAL %, disadvantaged pupils % etc.)  
o Any additional school characteristics (e.g. phase, region etc.) 

Annual tasks would include: 

• Updating the history of school-level identifier changes 
• An annual load of additional school-level data not supplied by the DfE 
• Maintenance of routines 

Finally, tasks associated with each project include: 

• Loading and cleaning school-level data provided by external organisations 
• Creation of any bespoke outcome measures at school-level 
• For school-level evaluations, the creation of 

o School-level datasets for propensity score matching 
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o Pupil-level datasets for regression models 
• For pupil-level evaluations:  

o Sending pupil-level data provided by external organisations to the DfE for matching 
to the NPD via Egress  

o the creation of appropriate pupil-level datasets containing ‘treated’ and potential 
comparison pupils 

Statistical analysis 

The primary consideration for statistical analysis is the extent to which evaluations should follow a 
common approach to methodology and reporting. 

Other data services, such as the Ministry of Justice Datalab41 (JDL), adopt consistent approaches to 
evaluating interventions. In the case of JDL, these are aimed at preventing reoffending. 
Organisations provide JDL with details of offenders they have worked with and JDL uses propensity 
score matching based on known correlates of reoffending to create a comparison group of similar 
offenders. Standard outputs are produced for each organisation supplying data and all reports are 
published. 

However, the JDL offers only limited scope as a blueprint for the EDS. Firstly, it only concerns itself 
with a small number of outcomes all related to reoffending. There are far more outcomes (or 
families of outcomes) that could be analysed within the EDS: attainment is observed in different 
subjects at different ages, for example. Secondly, the EDS covers a much larger population of 
individuals. Thirdly, the matching process takes account of observed variables that are correlates of 
outcomes but not the mechanism that drives selection into treatment.  

That notwithstanding, there are advantages to adopting a consistent approach to evaluations where 
possible. Most importantly, the methodology is pre-specified and estimates of treatment effects of 
similar interventions would be directly comparable. Secondly, the production of evaluations can be 
largely automated, reducing time and cost. 

There is therefore a trade-off between pursuing a common methodology versus the optimal 
methodology for a given evaluation. Based on our pilot study, a common approach to evaluating 
whole-school interventions is both feasible and desirable. However, this may only be appropriate for 
some interventions with pupil-level selection.  

The methodology we propose for whole-school interventions, assuming that they have selection 
criteria that can reasonably be modelled using data in the NPD, is as follows: 

• Undertake a non-experimental impact evaluation using an agreed two-stage methodology 
o Stage 1: Covariate balancing propensity score matching 

 
41 
https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/856722/Justice_Data
_Lab_General_Annex.pdf 

https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/856722/Justice_Data_Lab_General_Annex.pdf
https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/856722/Justice_Data_Lab_General_Annex.pdf
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o Stage 2: Pupil-level multilevel regression, controlling for prior attainment and a 
limited set of pupil characteristics using weights derived in stage 1 

o Bootstrapping of standard errors 
• Test the robustness of the results to changes in specification 
• Develop and maintain an R-package to automate as much of the above as possible 

We would not anticipate including analysis of pupil-level dosage in these evaluations as this would 
require additional pupil-level data to be matched to the NPD. However, this could be achieved, if 
required, subject to completing an application to use the NPD and supplying the DfE with identifying 
data on participants to match to the NPD. Being able to analyse how treatment varies with respect 
to pupil dosage would be attractive to projects as it would allow them to adapt their programmes 
and interventions as a result. 

Turning to pupil-level interventions, if the answer to either of the following questions is yes, then 
pupil-level projects could be considered for evaluation in the EDS: 

1. Can an evaluation be undertaken without the requirement to match data on participation to 
the NPD? 

2. If not, can the mechanism by which pupils select into (or are selected into) the treatment be 
modelled using data in the NPD? 

With respect to 1), the target population for some interventions could be inferred from NPD data 
without the requirement to match data on participants to the NPD. This would be the case, for 
example, if an intervention was aimed at pupils with a particular level of prior attainment or with a 
characteristics observable in the data (e.g. eligible for free school meals). Evaluations such as this 
could be undertaken in much the same way as a whole-school evaluation but limiting the stage 2 
regression models to the relevant subset of the pupil population. 

However, it is more likely that data on participants would need to be matched to the NPD. In this 
case, and providing that projects have appropriate consent in place to share pupil-level data, we 
anticipate that the DfE would expect each evaluation to be established as a separate project within 
SRS. This may also mean that an application to use the NPD within SRS would need to be made for 
each project. Projects where the selection into treatment mechanism can be clearly identified using 
the NPD would be suitable for evaluation. Put another way, projects where there is some discretion 
on the part of teachers or pupils would be less suitable as it would be less safe to assume conditional 
independence in such cases. Should this issue be identified in discussions with projects, a decision 
should be taken to proceed to a less secure evaluation (i.e. with a known threat to internal validity) 
or not.  

We would therefore expect there to be some variation in the methodologies used to calculate 
treatment effects for pupil-level interventions. These will arise firstly from modelling the selection 
mechanism and secondly from the choice of matching method.  

Two of the pupil-level projects evaluated during the pilot included almost complete national cohorts 
in the matching routine. Our preferred matching method (covariate balancing propensity score) 
required several hours of processing time for each iteration. As we calculated standard errors by 
bootstrapping, several days were required simply to run a single statistical model. We found inverse 
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probability weighting following nearest neighbour matching to be a more time-efficient alternative. 
However, this approach still required processing time measured in days rather than hours, 
particularly when treatment effects for subgroups and specification tests also have to be calculated. 
It is our understanding that the facility to leave models running in SRS is somewhat limited. Based on 
recent correspondence, the service runs overnight on Tuesday and Wednesday but shuts down at 
8pm every other day. This means a script could run for three days at most. 

The choice for the EEF is therefore to include pupil-level evaluations within the EDS or to 
commission them (or packages of them) separately. The advantage of the former is that economies 
of scale would arise from common data cleaning and transformation routines applied to NPD data. 
The advantage of the latter is that they are time intensive and so involving a wider set research 
teams would result in more timely production of evaluations.  

Interpretation and publication 

For the pilot, we produced reports with a standard structure: 

• An assessment of covariate balance 
• Estimated treatment effects for each cohort (effect sizes and months of progress) 
• Where appropriate, an assessment of how treatment effects vary with respect to a) the 

length of time a school has been involved and b) pupil-level disadvantage 
• Commentary on the results and any caveats and limitations arising from the methodology 

The reports were written using R Markdown calling functions from the statistical analysis package 
we created. 

As the EDS was a pilot, external organisations were given the option of not publishing their 
evaluation report. However, we recommend that in future projects sign up to publication once an 
analysis plan has been agreed. 

Pilot evaluation reports were not given a security rating. However, the existing EEF guidance on 
classifying the security of research findings42 can be used, possibly with minor clarifications, for 
future evaluations. This works by considering security along four dimensions: 

1. Design 
2. Minimum detectable effect size (MDES) 
3. Attrition 
4. Threats to internal validity 

 

42 
https://educationendowmentfoundation.org.uk/public/files/Evaluation/Carrying_out_a_Peer_Review/Classifying_the_sec
urity_of_EEF_findings_2019.pdf 

https://educationendowmentfoundation.org.uk/public/files/Evaluation/Carrying_out_a_Peer_Review/Classifying_the_security_of_EEF_findings_2019.pdf
https://educationendowmentfoundation.org.uk/public/files/Evaluation/Carrying_out_a_Peer_Review/Classifying_the_security_of_EEF_findings_2019.pdf
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The design we recommend, propensity score matching followed by regression, would achieve three 
padlocks for design. 

For RCTs, the MDES is estimated at the start of a project in order to determine the sample size 
required to detect an effect of a given size using estimates for key parameters such as the intraclass 
correlation coefficient and correlation between pre-test and post-test under the assumption of 
randomisation. Without making this assumption, we are not aware of any mechanism for estimating 
the MDES of a non-experimental design before it is conducted, with the possible exception of 
simulating datasets. This could be achieved using a generic code base and making some assumptions 
about the likely correlational structure within the data to be used. However, an illustrative MDES 
based on the assumption of randomisation (or being as good as random based on the propensity 
score) could be calculated as a rough rule-of-thumb when making a decision about whether to 
undertake an evaluation or not. In addition, we would expect limited attrition in a non-experimental 
study compared to a RCT. Consequently, a rating for MDES based on the precision with which the 
treatment effect is estimated should be sufficient. 

For the same reason, we do not think it would be necessary to have a rating for attrition in a non-
experimental study. Unless a young person dies, leaves the country or enters elective home 
education, data on their outcomes is available in the NPD. 

Finally, a set of risks to internal validity can be identified:  

a. Do the results of sensitivity analysis differ from main results? 
b. How well has the selection mechanism been modelled? Are there important selection 

criteria that cannot be observed? 
c. Are there sufficient numbers of treatment and comparison units? 
d. How well balanced are treatment and comparison groups in terms of observable 

characteristics?  
e. Where pupil-level project data has been matched to the NPD, how many records have not 

been matched and what effect could differences in match rates between treatment and 
comparison groups have on results? 

f. How likely is it that schools in comparison schools are offering alternative, but similar, 
treatments? 

Padlocks could be dropped if the reviewer is concerned about the level of risk and likely bias of the 
above. 

Recommended operating model 

The model we propose for the EDS in future for the evaluation of whole-school projects is 
summarised in Figure 3. This is an adaptation of the model in Figure 2. 
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Figure 3: Recommended operating model for the EDS 

 

This model can be adapted in the processing, matching and analysis phase to incorporate the 
matching of pupil-level details. There would be an additional step at the start of this phase where 
the contractor supplies the DfE with the relevant data supplied by the external organisation and the 
DfE matches the records to the NPD and deposits a file with NPD pupil identifiers but without any 
instant identifiers (e.g. names) into the SRS. 

Resourcing the EDS 

Resourcing the EDS has been split into three categories: 

1. Initial set-up 
2. Annual maintenance 
3. Per project (school level and pupil level) 

FFT has provided indicative resource/cost estimates for each of the resource categories in Appendix 
A. 

The initial set-up phase enables the creation of the EDS processes and routines on a permanent 
platform and within the SRS. The initial set-up cost estimate is £33,000+VAT. Appendix A Table A1 
provides a more detailed breakdown of the initial setup activities and the effort and costs associated 
for these. 

There are two elements to the on-going project operation costs – a fixed annual maintenance cost 
and a variable per project cost. The fixed annual charge will cover both project management tasks 
and the maintenance of data operations throughout the year. The annual maintenance cost 
estimate is £17,700+VAT. Appendix A Table A2 provides a more detailed breakdown of the annual 
maintenance activities and the effort and costs associated with these. 

Application and data collection
Processing, 

matching and 
analysis

Interpretation and 
publication

Initial 
screening by 

EEF

Contractor 
collects 

relevant data 
from external 
organisation

Contractor 
undertakes 

analysis using 
non-

experimental 
methods

Contractor 
drafts report 

and provides to 
EEF for review

EEF publishes 
final report and 
takes decisions 
on next steps

EEF and 
external 

organisation
agree 

analysis 
plan

Contractor 
undertakes 

2nd stage 
screening; 

drafts 
analysis plan

Contractor 
cleans data 
and creates 
analytical 

datasets using 
NPD and 

project data 

External 
organisation
applies for 

EDS 
evaluation



41 

 

The variable per project costs have been split into school-level and pupil-level due to the differences 
in tasks explained in this report for these types of evaluations. The school-level project evaluations 
cost estimate is £12,300+VAT and the pupil-level project evaluations cost estimate is £24,600+VAT. 
Appendix A Table A3 provides a more detailed breakdown of the activities for both the school and 
pupil-level evaluations and the effort and costs associated with these. 

Figure 3 outlines the activities that need to take place in order for the EDS to move from its current 
pilot state to a more permanent footing within SRS. This has been described as the initial set-up 
phase. Below is a timeline that indicates how these activities could take place following the EDS 
pilot. 

Figure 4: Timeline from EDS pilot to LIVE operational service 

 

Using the EDS to inform the work of the EEF 

As well as providing evidence of the impact of interventions, the purpose of the EDS was to inform 
the grant-making decisions of the EEF. The EDS could potentially provide early evidence of promise 
and therefore be taken forward to be tested more rigorously through an EEF efficacy or 
effectiveness trial.  

However, we re-iterate that only some interventions would be suitable for evaluation in the EDS, 
namely those meeting the following criteria: 

1. Relevant outcomes are available in the NPD (e.g. attainment, attendance) 
2. Programmes, projects and interventions: 

a. Are aimed at the whole school (or whole cohorts); or 
b. Have selection mechanisms that can be explicitly modelled using the data in the NPD 

(e.g. pupils eligible for the Pupil Premium) 
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Emerging work (Weidmann and Miratrix, 201943) suggests that non-experimental studies of 
educational interventions yield unbiased treatment effects. It would be cost-efficient to carry out an 
evaluation in the EDS for all projects that meet the criteria above before taking a decision to fund a 
trial. 

More broadly, the use of EDS could potentially be expanded beyond evaluating programmes offered 
by external organisations. Firstly, it could be applied to completed trials in the EEF data archive to 
extend the work of Weidmann and Miratrix on selection bias (op. cit.). Secondly, EEF has begun to 
commission research into the different practices adopted by schools under its School Choices 
funding round44. EDS could be a suitable vehicle for conducting studies of this form assuming data 
on school practices can be sourced. 

The use of the EDS might bias grant-making decisions in favour of interventions that can be 
evaluated in the EDS. To avoid this potential bias, the EEF may wish to consider reserving a pot of 
funding for projects that do not meet the EDS criteria. In addition, we recommend pursuing the 
inclusion of non-NPD data within EDS in order to widen the range of projects that would be suitable 
for evaluation. 

 

  

 
43 https://arxiv.org/abs/1910.07091 

44 https://educationendowmentfoundation.org.uk/about/tenders/school-choices/  

https://arxiv.org/abs/1910.07091
https://educationendowmentfoundation.org.uk/about/tenders/school-choices/
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Appendix A: Cost estimates 

Table A1: Initial set-up activities and costs 

Area Task Days Day Rate Cost (excl. VAT) 

Project 
Management 

Agree service level agreement with DfE for NPD access 5 £600 £3,000 

Project 
Management 

Secure file transfer 1 £600 £600 

Data Creation of school-level aggregates (school census) 2 £600 £1,200 

Data Creation of school-level aggregates (EYFSP) 2 £600 £1,200 

Data Creation of school-level aggregates (KS1) 2 £600 £1,200 

Data Creation of school-level aggregates (KS2) 2 £600 £1,200 

Data Creation of school-level aggregates (KS4) 2 £600 £1,200 

Data Ingestion of published school-level datasets 1 £600 £600 

Data Process for creating school-level matching datasets 3 £600 £1,800 

Data Processes for creating pupil-level derived variables - 
FSM history 

1 £600 £600 

Data Processes for creating pupil-level derived variables - 
School moves 

2 £600 £1,200 

Data Processes for creating pupil-level derived variables - 
exclusions history 

1 £600 £600 

Data Processes for creating pupil-level derived variables - 
attendance history 

1 £600 £600 
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Data Processes for creating pupil-level derived variables - 
SEN history 

1 £600 £600 

Data Processes for creating pupil-level derived variables - 
standardised EYFSP 

3 £600 £1,800 

Data Processes for creating pupil-level derived variables - 
standardised KS1 

3 £600 £1,800 

Data Processes for creating pupil-level derived variables - 
standardised KS2 

3 £600 £1,800 

Data Processes for creating pupil-level derived variables - 
standardised KS4 

5 £600 £3,000 

Analysis Development of R package 10 £900 £9,000 

Total 

 

50 

 

£33,000 

Table A2 – Annual maintenance activities and costs 

Area Task Days Day Rate Cost (excl. VAT) 

Project 
Management 

Service level agreement with DfE 2 £600 £1,200 

Project 
Management 

Status reports, meetings with the EEF 4 £600 £2,400 

Project 
Management 

Advice and support for potential evaluations 5 £600 £3,000 

Project 
Management 

SRS-related admin 1 £600 £600 

Data Advice and support for potential evaluations 5 £600 £3,000 
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Data Maintenance of school ID changes 2 £600 £1,200 

Data Calculation of school aggregates 2 £600 £1,200 

Data Ingestion of published school-level datasets and 
reference data 

1 £600 £600 

Analysis and 
reporting 

Maintenance of R package 5 £900 £4,500 

Total 

 

27 

 

£17,700 
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Table A3 – School-level and pupil-level activities and costs 

School-level evaluation 

Area Task Days Day Rate Cost (excl. VAT) 

Project 
Management 

Project set-up and monitoring 2 £600 £1,200 

Project 
Management 

Collection of data 1 £600 £600 

Data Resolving data errors, agree analysis plan etc. 1 £600 £600 

Data Cleaning of data supplied by external organisation 2 £600 £1,200 

Data Creation of school-level dataset for matching 2 £600 £1,200 

Data Creation of pupil-level datasets for analysis 2 £600 £1,200 

Analysis and 
reporting 

Draft analysis plan 1 £900 £900 

Analysis and 
reporting 

Statistical processing 1 £900 £900 

Analysis and 
reporting 

Drafting commentary 2 £900 £1,800 

Analysis and 
reporting 

Sensitivity testing, investigating anomalous 
results/errors 

2 £900 £1,800 

Analysis and 
reporting 

Post-review changes 1 £900 £900 

Total 

 

17 

 

£12,300 
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Pupil-level evaluation 

Area Task Days Day Rate Cost (excl. VAT) 

Project 
Management 

Project set-up and monitoring 2 £600 £1,200 

Project 
Management 

Collection of data 2 £600 £1,200 

Data Resolving data errors, seeking clarification etc. 2 £600 £1,200 

Data Cleaning of data supplied by external 
organisation 

3 £600 £1,800 

Data Creation of pupil-level datasets for analysis 3 £600 £1,800 

Analysis and 
reporting 

Draft analysis plan (using QED template) 3 £900 £2,700 

Analysis and 
reporting 

Statistical processing 3 £900 £2,700 

Analysis and 
reporting 

Drafting commentary 6 £900 £5,400 

Analysis and 
reporting 

Sensitivity testing, investigating anomalous 
results/errors 

4 £900 £3,600 

Analysis and 
reporting 

Post-review changes 2 £900 £1,800 

Project 
Management 

Application to use the NPD 2 £600 £1,200 

Total 

 

32 

 

£24,600 
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Appendix B: R Package 

During the course of the EDS pilot, we developed an R package to largely automate the analysis of a 
school-level project. This package was designed for use with R Studio for the analysis of school and 
pupil-level datasets as described in this report. 

The package contains functions, and corresponding documentation, grouped into five areas: 

1. Matching 
2. Bootstrapping 
3. Fitting models 
4. Displaying results 
5. Plotting 

 
1) Matching 

Includes functions designed to: 

• Create a matched comparison group using either CBPS (our preferred technique) or nearest 
neighbour matching based on propensity scores. 

• Assess balance between the groups before and after matching, using loveplots to show 
standardised mean differences and variance ratios. 

• Display graphs showing common support between treated and comparison groups. 
 

2) Bootstrapping 

Includes functions designed to: 

• Conduct bootstrap sampling of treated and comparison units from a dataframe, creating a 
new bootstrapped dataset. 

• Extract a list containing an ordered vector of estimated treatment effects and a named 
vector containing the lower and upper confidence intervals and mean. 
 

3) Fitting models 

Includes functions designed to: 

• Fit multi-level regression models, using pupil data, to estimate treatment effect and 
equivalent effect size. 

• Produce bootstrapped results in the form of a vector of estimates. 
 

4) Displaying results 

Includes functions designed to: 

• Create a table of estimated treatment effects, effect sizes and equivalent months of 
progress 

• Create graphs of estimated treatment effects and effect sizes for one or more outcome 
years 
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• Plot a histogram of treatment effects obtained from bootstrapping with the lower and upper 
confidence intervals indicated, as well as the mean 
 

5) Plotting 

Includes functions designed to: 

• Plot multiple plots in a panel with a specified layout, with the option of displaying via the 
graphics device or writing to a file. 
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